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Abstract
Automatic speaker recognition applications have often been described as a ‘black
box’. This study explores the benefit of tuning procedures (condition adaptation and
reference normalisation) implemented in an i-vector PLDA framework ASR system,
VOCALISE. These procedures enable users to open the black box to a certain degree. Subsets of two 100-speaker databases, one of Czech and the other of Persian
male speakers, are used for the baseline condition and for the tuning procedures.
The effect of tuning with cross-language material, as well as the effect of simulated
voice disguise, achieved by raising the fundamental frequency by four semitones
and resonance characteristics by 8%, are also examined. The results show superior
recognition performance (EER) for Persian than Czech in the baseline condition,
but an opposite result in the simulated disguise condition; possible reasons for this
are discussed. Overall, the study suggests that both condition adaptation and reference normalisation are beneficial to recognition performance.
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1. Introduction
Speaker recognition is the process of using features found in the speech signal to
identify the speaker. The last several decades have seen a number of approaches
to speaker identification. For a long time, the most frequently used approach
by forensic speaker-identification experts was the combination of auditory and
acoustic analyses. The auditory-acoustic approach combines detailed listening
with the acoustic analysis of features which exhibit a high degree of betweenspeaker variability, be it traditional ones like fundamental frequency (f0), centre
frequencies of vowel formants or jitter, or higher-level features like speech rate,
disfluencies and pausing (see, e.g., Gfroerer 2003).
Recent years have seen a large growth of automatic speaker recognition (ASR)
technology (note that ASR may also stand for automatic speech recognition).
While Gold and French (2011) reported that none of the experts they surveyed
used ASR alone in their analyses and only 22% combined ASR with human (acoustic and/or auditory) analyses, a recent survey by the same authors (Gold and French
2019) shows that a lot has changed since then. The authors report that 41% of the
respondents use an ASR system, all in conjunction with human analysis, predominantly both acoustic and auditory.
An ASR system typically involves several stages of processing. First, features
have to be extracted from the acoustic signal. For a long time, most ASR systems
have been relying on Mel-Frequency Cepstral Coefficients (MFCCs), where the
representation is frequency-warped to approximate the frequency resolution of
the human ear, as the representation of the acoustic signal (Tirumala, Shahamiri,
Garhwal and Wang 2017). The second major component of an ASR system is
the training of speaker models. Speaker modelling refers to modelling the feature vectors for a given speaker. Until recently, the state-of-the-art for speaker
modelling consisted of Gaussian mixture models (GMMs), speaker-dependent
combinations of Gaussian probability density functions, in combination with
a Universal Background Model (UBM; Reynolds 1997). Also called the alternate speaker model, the UBM represents all other speakers except for the target speaker. This later yielded the GMM–UBM approach, where a given speaker’s GMM was derived from the UBM (Reynolds, Quatieri and Dunn 2000; see,
e.g., Kinnunen and Li 2010 for a concise summary). Subsequent developments,
described in more detail, for instance, by Hansen and Hasan (2015), focused on
various adaptations which aimed at making speaker recognition more robust
with respect to channel and acoustic condition mismatches. All these efforts led
to the introduction of the i-vector approach (Dehak, Kenny, Dehak, Dumouchel
and Ouellet 2011), which represents the current state-of-the-art in most applications (but see, e.g., Snyder, Garcia-Romero, Sell, Povey and Khudanpur 2018 for
the latest DNN-based x-vectors). Identity vectors (i-vectors) are low-dimensional
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representations of the feature vectors; these representations are called supervectors and are derived by stacking all GMM modules and all MFCC dimensions
into one high-dimensional vector (Enzinger 2015: 75). The low-dimensionality
of i-vectors is achieved by a process similar to Principal Component Analysis,
and it allows for the effective application of methods which compensate for the
above-mentioned channel and environment mismatches. Most typically, the
i-vectors of speakers are compared with probabilistic linear discriminant analysis
(PLDA), a post-processing method which computes the likelihood of the i-vector
pair coming from the same speaker versus two different speakers.
The i-vector PLDA framework is used in this study as well, as implemented in
the VOCALISE (Voice Comparison and Analysis of the Likelihood of Speech
Evidence) application by Oxford Wave Research, described by Alexander, Forth,
Atreya and Kelly (2016) and Kelly, Forth, Kent, Gerlach and Alexander (2019).
The key feature of VOCALISE is, for the purposes of this study, that it attempts
to open the black-box architecture for which automatic speaker recognition systems have been criticised by the forensic phonetic community. Users of VOCALISE are allowed to ‘tweak’ the settings to a large extent, not only by choosing
features and parameters for feature extraction and speaker modelling techniques,
but also by performing condition adaptation or by normalising using a reference
dataset (see Section 2.2 for more detail).
This latter capability of VOCALISE is very beneficial especially in the context of
forensic speaker recognition. It is clear that the complexity of speaker recognition
applications increases considerably when they are taken into the forensic domain.
Rose (2002: 87ff.) mentions, among other specifically forensic challenges, the
non-categorical, Bayesian nature of forensic speaker recognition and the lack of
control over questioned samples and sometimes also over suspect samples. Voice
disguise is another area which contributes to the complexity of speaker recognition, and the effects of (simulated) voice disguise are addressed in this study. One
of the key problems that forensic practitioners continue to face is the specification of the relevant population (see, e.g., Morrison, Ochoa and Thiruvaran 2012;
Hughes and Foulkes 2015; Gold and French 2019) to be able to reliably estimate
the typicality of the observed differences between speaker samples. That is why
the possibility of adapting the recognition process to be more reflective of the
specific case at hand is extremely beneficial.
This study focuses on the benefit of two of what we call here ‘tuning procedures’.
Condition adaptation optimises the system to new conditions by adapting the
LDA and PLDA. By performing condition adaptation, the statistics from dozens
of i-vectors in the adaptation set are used to adapt tens of thousands of i-vectors in the VOCALISE training data set towards the new conditions. Adaptation
requires a dataset with at least two recordings from the same speaker. The second
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procedure, reference normalisation, adjusts the obtained comparison scores
based on comparison scores against a set of reference speakers.
The objective of this study is to make use of these properties of the VOCALISE
system and to test its performance in a number of conditions. First, we will apply
different combinations of the adaptation and normalisation settings. Second, we
will use databases from two typologically unrelated languages, Czech and Persian. Finally, we will use artificially imitated voice disguise. That is why, in the
following sections, we will first describe the most important properties of the
phonological and phonetic systems of the two analysed languages (Sections 1.1
and 1.2), as well as some details about intra-speaker variability and voice disguise
(Section 1.3).
1.1 The sound patterns of Czech

Czech is a language belonging to the West Slavic family, spoken by over 10 million people, mostly in the Czech Republic. Czech has 13 vowels, with 10 monophthongs forming short–long pairs (/ɪ – iː, ɛ – ɛː, a – aː, o – oː, u – uː/) and three
closing diphthongs (/o͡u, a͡u, ɛ͡u/). Three of the vowels (/oː, a͡u, ɛ͡u/) are only found
in loan words. Czech has nine phonemic obstruent pairs, with phonetic voicing
being the distinguishing feature: /p – b, t – d, c – ɟ, k – ɡ, f – v, s – z, ʃ – ʒ, x – ɦ,
t͡ʃ – d͡ʒ/. The famous Czech ř sound /r̝/ also comprises a voiced and voiceless allophone; these are in complementary distribution. Czech also has six sonorants, /m,
n, ɲ, j, l, r/. The consonants may form rather complex and uncommon clusters,
especially in the syllable onset, with as many as four consonants (e.g., vzpruha
/fspruɦa/ ‘boost’; hřmění /ɦr̝mɲɛɲiː/ ‘thundering’); a maximum of three consonants are allowed in the coda (e.g., zábst /zaːpst/ ‘to freeze’), but such coda clusters are, in fact, quite rare. Two sonorants, /r/ and /l/, can be syllabic; interestingly,
these syllabic consonants even occur in stressed syllables (e.g., prchat /ˈpr̩xat/ ‘to
flee’; vlci /ˈvl ̩t͡sɪ/ ‘wolves’).
Stress is fixed to the first syllable of the prosodic word; however, as stress only
serves a delimitative and not contrastive function in Czech, the stressed syllable bears no traditional markings of prominence. Stress is independent of vowel
length (i.e. short and long vowels can appear in stressed as well as unstressed
syllables, as in nenávidí /ˈnɛnaːvɪɟiː/ ‘(s)he hates’). Similarly, there is no relation
of lexical stress to the words’ morphological structure, and there is no systematic
reduction to schwa in unstressed syllables. Monosyllabic words frequently form
stress groups with neighbouring words. Traditionally, Czech has been described
as a language with the prevalence of syllable timing. In terms of melodic patterning, Czech has falling and rising utterance-final tones and a number of realisations of utterance-internal tones. The intonation range of ordinary conversational
Czech tends to be quite flat. More information about Czech phonology can be
found in Skarnitzl, Šturm and Volín (2016).
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1.2 The sound patterns of Persian

Persian is a language belonging to the Indo-Iranian family, one of the main
branches of Indo-European languages. Persian is spoken in Iran, Afghanistan,
Tajikistan and some other countries, with more than 60 million speakers in total.
In this survey, we only consider the official variety, called Standard Contemporary Persian (SCP).
SCP has six monophthongs (/i, e, a, ɑ, o, u/), and different scholars list between
one and five diphthongs, while others regard them as sequences of a vowel and
a semi-vowel (e.g., /ow/, /ej/). SCP has 23 consonants including eight plosives
/p – b, t – d, c – ɟ, ɢ, ʔ/, eight fricatives /f – v, s – z, ʃ – ʒ, x, h/, two affricates /t͡ʃ,
d͡ʒ/ and five sonorants /m, n, j, l, r/. Persian is an aspiration language; that is, the
voicing contrast in stop consonants is represented by the {voiceless unaspirated}
and {voiceless aspirated} categories.
Persian only allows singleton consonants in the syllabic onset, and a maximum
of two consonants can appear in the coda (e.g., /mard/ ‘man’); three consonants
may appear in the coda of some loan words (e.g., /lustr/ ‘chandelier’, /tambr/
‘stamp’). Already the examples provided here show that SCP does not observe the
sonority principle in its consonant clusters (e.g., /satl/ ‘bucket’, /sabr/ ‘patience’).
SCP allows resyllabification; that is the last coda consonant is attached to the
empty onset of the next syllable in order to satisfy the universal tendency that
syllables have onsets.
Stress is fixed to the final syllable of the phonological word in SCP. Persian has
been described as a language with a prevalence of syllable timing. Intonation
has a syntactic role in SCP. An affirmative sentence will therefore be changed
to an interrogative sentence only by the alteration of falling intonation to rising. Intonation also serves many pragmatic functions in SCP. More information
about Persian phonetics and phonology can be found in Bijankhan (2018) and
Modarresi Ghavami (2018).
1.3 Intra-speaker variability and voice disguise

Intra-speaker variability is one of the important components of mismatch in
speaker recognition. Speakers are known to change the way they speak depending on speaking style or with different communication partners or audiences.
Emotions may have a dramatic impact on the sound of one’s voice, but also other
affective states (Scherer 2003) like moods or interpersonal stances are likely to be
a source of mismatch. In forensic settings, stress is a frequently occurring affective
state (Kirchhübel and Howard 2013; Giddens, Barron, Byrd-Craven, Clark and
Winter 2013). These changes in a speaker’s voice may be substantial, but typically
unconscious. More importantly for speaker recognition, the above-mentioned
factors of intra-speaker variability are rarely uniform; in other words, the ways
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these factors influence the speech signal is likely to vary significantly between
individuals (see, e.g., Kirchhübel and Howard 2013 for deceptive speech).
Naturally, a speaker may also change his speech intentionally, using what is
known as voice disguise, so as to render identification based on speech impossible or at least more difficult. That can happen when a crime perpetrator comes to
suspect that, for example, his or her telephone has been intercepted. With increasing mobile telephony, it seems that the number of speaker identification cases
involving deliberate voice disguise has been growing (Braun 2006). The results
of a number of studies converge in showing that the most frequently employed
voice disguise strategy concerns the fundamental frequency (f0) of the voice (e.g.,
Künzel 2000; Růžičková and Skarnitzl 2017). In extreme cases, f0 changes may be
accompanied by phonation changes, with f0 raising leading to falsetto and lowering to creaky voice. Phonatory modifications in general (such as breathiness
or pressed voice) were also found to be rather frequent in Czech, followed by
various articulatory adaptations (e.g., simulating a speech impediment, lisping)
and changes in the temporal patterning of speech (Růžičková and Skarnitzl 2017).
This study will focus on the effect of simulated changes in f0 and/or in the
formant frequencies, i.e. resonance characteristics of the vocal tract. While
formant frequencies are, to a large extent, determined by the length of the vocal
tract (Fant 1960), vocal tract length may be modified during speech by changing
the vertical position of the larynx. The larynx is not fixed in the vertical direction but suspended from the hyoid bone, and it has been shown that the vertical laryngeal position may change by as much as 15 mm (Laukkanen, Takalo,
Vilkman, Nummenranta and Lipponen 1999) or even 30 mm (Shipp 1987) in
each direction. With the average length of a male vocal tract reported to be
17.5 cm (Fant 1960), a 15-mm shortening would result in the change of vowel
formants of approximately 10% (i.e. 50 Hz for the F1 of the mid central vowel [ə],
150 Hz for its F2 etc.).
A number of studies has examined the effects of various types of voice disguise
on the performance of an ASR system. Tan (2010) examined various kinds of disguise like shifted pitch, changed speech rate or denasalised speech and found many
of these modifications to have a detrimental effect on ASR performance. Farrús,
Wagner, Erro and Hernando (2010) compared the normal performance of a traditional ASR system and one based on prosodic features with performance under
voice imitation (i.e., impersonation of another speaker) and also voice conversion
(the latter being comparable to the manipulations in the present study), showing a
deterioration in performance with both types of disguise. Hautamäki, Kinnunen,
Hautamäki and Laukkanen (2015) also reported increased equal error rates (EERs)
in their analysis of three ASR systems on two professional impersonators. More
details about the effects of voice disguise on ASR performance may be found in the
recent survey by Farrús (2018).
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2. Method
2.1 Material

The analyses are based on comparable databases of Czech and Persian. The Czech
database (see Skarnitzl and Vaňková 2017 for more information) comprises
recordings of 100 male speakers (aged between 19 and 50, mean age: 25.6 years,
SD: 6.7 years) of Common Czech, a supraregional, non-standard variety of Czech
commonly used in everyday communication. The recordings were obtained using
a high-quality portable device, Edirol R09-HR, in a quiet room in the speakers’
homes. The subjects performed several speaking tasks, two of which are used for
purposes of this study: spontaneous speech (2 minutes of speech were extracted
from approximately 30-minute-long recordings) and reading of a phonetically
rich text which lasted, on average, 75 seconds. The text contains all the Czech
phonemes and their major contextual variants.
The Persian database was recorded specifically for this paper and it comprises
recordings of 100 male speakers (aged between 25 and 60, mean age: 38.5 years,
SD: 9.8 years) who speak the supraregional variety of Common Persian. The
recordings were obtained in a quiet room at the Alzahra University in Tehran
using a high-quality recorder, Zoom H6. As in the case of Czech, the speakers
were also asked to read a phonetically rich text (with a mean duration of 85 seconds) containing all SCP phonemes and their allophones and to speak spontaneously for approximately 5 minutes; 2-minute extracts from the middle of the
recording were used for the current analysis.
In addition to using the original 400 recordings, some of the recordings of
spontaneous speech were manipulated, as mentioned in Section 1.3. Using a
script in Praat (Boersma and Weenink 2019) which is called the Change gender
function, the f0 median of the selected speakers was raised by 4 semitones and the
formants shifted upwards by 8%; the latter change simulated a slightly raised larynx. The recordings were checked for any audible artefacts of the manipulations.
2.2 Procedure

All speaker comparisons were carried out in VOCALISE, using the i-vector PLDA
framework in the most recent session available (2017B-Adaptable-15F-1024). We
used default VOCALISE settings: 13 MFCCs with 24 filter banks, delta features
selected, cepstral mean subtraction applied for channel normalisation, 1024
Gaussians, and 10 PLDA training cycles. The i-vector PLDA scores were always
calibrated using cross-validation in the Bio-Metrics software version 1.8, so as to
calculate equal error rate (EER) and log-likelihood-ratio cost (Cllr) values.
In total, we performed 62 multi-file comparison conditions, each involving
multiple file comparisons; these are described in the following three subsections.
Since some of these comparison conditions involve relatively small datasets, Convex Hull EER values are reported in all analyses.
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2.2.1 Within-language testing

The 100-speaker sets, in both Czech and Persian, were divided in a number of
manners. First, recordings of 40 randomly selected speakers served for the baseline comparisons (hereinafter referred to as BASE40). The recordings of spontaneous speech were always used as questioned-speaker files, those of read speech
as suspected-speaker files (these are called analysed and comparison files, respectively, in VOCALISE).
The read and spontaneous recordings of the remaining 60 speakers were randomly divided into two equal-sized groups which were used for two types of
‘tuning’ the recognition system mentioned above, condition adaptation and reference normalisation. Both 30-speaker subsets were used alternately for condition adaptation and reference normalisation; they are henceforward referred
to as TUNE30A and TUNE30B. Using 30 speakers for these tuning procedures
was described as the ‘minimum’ by the programme developers (see also Kelly et
al. 2019). As it is recommended to use 50 speakers, we also selected 50 speakers
(from the 60 available for tuning) to form subset TUNE50.
All the above-mentioned subsets were created for both languages, Czech and
Persian, and are summarised in Table 1. Within each language, we thus conducted nine comparison analyses, each with spontaneous recordings compared
to read speech recordings: BASE40, which is the baseline condition, plus the eight
indicated ‘tuning’ procedures.
Table 1: Recording subsets and ‘tuning’ procedures (see text) used for speaker comparison within
the two languages
Subset

Condition
adaptation

Reference
normalisation

Adaptation +
normalisation

TUNE30A

X

X

X

TUNE30B

X

X

X

TUNE50

X

X

BASE40

2.2.2 Testing with simulated voice disguise

To test the robustness of the automatic recognition system against simulated
voice disguise, we modified the f0 and formant characteristics of the BASE40
speakers as described in Section 2.1, only in the spontaneous recordings (i.e. only
analysed files). This subset will be called SHIFT40-all. Apart from testing recognition performance for the read vs spontaneous recordings, we also applied the
‘tuning’ conditions described in Section 2.2; this yielded nine comparison analyses with each language. Spontaneous recordings were thus manipulated both in
the testing and in the tuning sets.
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We believe it is of particular interest for forensic speech science and speech
science in general to determine whether manipulations of the speech source or
filter have a more profound effect on ASR performance. That is why two parallel
subsets to SHIFT40-all were created, including only f0 shifts (SHIFT40-f0) and
only formant shifts (SHIFT40-F). In all, the simulated disguise task involved 11
comparison analyses within each language, as shown in Table 2.
Table 2: Recording subsets involving disguise and ‘tuning’ procedures (see text) used for speaker
comparison within the two languages
Subset

Condition
adaptation

Reference
normalisation

Adaptation +
normalisation

TUNE30A

X

X

X

TUNE30B

X

X

X

TUNE50

X

X

SHIFT40-all

SHIFT40-f0
SHIFT40-F

2.2.3 Cross-language testing

Automatic speaker recognition should be robust to differences across languages;
after all, the training database in VOCALISE contains speech in multiple languages (Kelly et al. 2019). Since the recording conditions of the Czech and Persian database are quite similar, our objective was to determine whether ‘cross-language tuning’ of the recognition systems affects recognition errors. If EERs did
not deteriorate significantly, this would be interesting for situations when suit
able same-language material is not available for speaker-comparison analyses. To
examine ‘cross-language tuning’, we took recordings of all 100 speakers of one
language, with read speech used as comparison files and spontaneous speech as
analysed files, and used two 50-speaker subsets of recordings of the other language for condition adaptation and reference normalisation. As shown in Table 3,
this yields another 14 comparison analyses, 7 with Czech speakers being recognised and Persian speakers serving for ‘tuning’, and 7 for the opposite setup.
Table 3: Recording subsets in cross-language speaker comparison (see text)
Subset

Condition
adaptation

Reference
normalisation

Adaptation +
normalisation

crTUNE50A

X

X

X

crTUNE50B

X

X

X

BASE100
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3. Results and discussion
The results of the 62 comparison analyses will be presented in a similar manner
as they were described in Section 2, starting with separate analyses of the baseline
data and the described ‘tuning’ conditions in Czech and Persian (Section 3.1)
and continuing with the effects on recognition of voice manipulations (Section
3.2) and using cross-language recordings for condition adaptation and reference
normalisation.
3.1 ASR performance within each language

The results show that there are quite large differences in recognition rates for Czech
and Persian (Figure 1): equal error rate (EER) in Czech is, in nearly all instances,
considerably higher than in Persian. In the baseline conditions (BASE40) shown
in the leftmost columns of Figure 1, EER equals 4.2% in Czech and 1.12% in Persian. Since the recording quality and conditions under which the Czech and Persian
speech material were obtained are comparable, the reason for this difference is not
apparent. It may simply be the case that variability between the Persian speakers
in our database is much higher than that between our Czech speakers. Informal
listening indicates higher variability of voice quality settings, both at the laryngeal
and vocal tract level (Laver 1980; San Segundo and Mompean 2017) in the Persian speakers. Also, it is possible that the style mismatch (i.e. spontaneous vs read
speech) is greater in Czech.
The selection of speakers in a given comparison set is likely to affect the results.
For that reason, two additional ‘baseline’ datasets of 40 speakers were randomly
selected from the entire 100-speaker databases, referred to as BASE40-a and
BASE40-b in each language. As shown in Figure 1, the differences are indeed
large, and more so in Persian: while the EER for dataset BASE40-a is 0.18%, it is
2.42 for dataset BASE40-b. In the following analyses, the original selections (i.e.
BASE40) will serve as ‘baseline’ comparisons; however, it is obvious that scores
depend somewhat on the selection of speakers under comparison.
The effect of using the tuning subsets on recognition performance will be examined next. Figure 1 shows that condition adaptation and reference normalisation
impact recognition differently in the two languages: while EERs were lower when
condition adaptation was applied in the Czech dataset, the EER in Persian was
lowered dramatically when applying reference normalisation, reaching levels of
between 0.2 and 0.3%, while applying condition adaptation actually led to worse
performance than in the baseline condition. These differences may be due to the
possible greater mismatch between read and spontaneous speech in Czech and
also between the Czech data and the system training data in general: since condition adaptation improves performance particularly in cases of a greater mismatch
(Kelly personal communication), it yields a greater benefit in Czech.
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Figure 1: Equal error rates (in %) for the BASE40 data, for two alternative BASE40 datasets, and with various tuning
datasets used for condition adaptation (ADAPT) and reference normalisation (NORM), for Czech (a) and Persian (b).

The combined effect of using both tuning procedures (with different subsets
of recordings) did not result in any improvements beyond that reached by condition adaptation in Czech and reference normalisation in Persian. It can also
be seen that, when 30 speakers were used for tuning (indicated as TUNE30A
and TUNE30B in Figure 1), performance was not systematically better than that
when 50 speakers were used (shown as TUNE50). This result supports 30 speakers as a sufficient number for adapting the conditions of ASR in VOCALISE, as
stated by Kelly et al. (2019).
When evaluating the performance of a speaker recognition system, it is useful
to consider, apart from EERs, the log-likelihood-ratio cost (Cllr), which is considered a standard metric of the accuracy of a recognition system (Morrison 2011).
An accurate system would have Cllr values lower than 1. Table 4 shows that this
is indeed the case, with all Cllr values below 0.2, but accuracy is not the same
for the two languages, nor for the two tuning procedures. In Czech, all tuning
procedures lead to a slightly higher accuracy than in the baseline condition, with
condition adaptation reaching the lowest values (cf. EERs in Figure 1 which are
also lowest with condition adaptation). In Persian, applying condition adaptation
actually led to a lower accuracy of the recognition system as compared to the
baseline, while reference normalisation yielded the lowest values of both EER
and Cllr.
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Table 4: Log-likelihood-ratio cost (Cllr) values for recognition of individual subsets and tuning
procedures in Czech and Persian (base = baseline; adapt = condition adaptation; norm = reference
normalisation)
Czech
Subset

Base

BASE40

0.18

Adapt

Norm

Persian
Adapt
norm

Base

Adapt

Norm

Adapt
norm

0.05

TUNE30A

0.13

0.16

0.12

0.15

0.02

0.07

TUNE30B

0.11

0.15

0.12

0.08

0.01

0.03

TUNE50

0.12

0.16

0.17

0.01

3.2 Effect of simulated voice disguise

As shown in Figure 2, changing the voice fundamental frequency (f0) by 4 ST and
the resonance characteristics of the speakers (formants) by 8% affected speaker
recognition in both languages, albeit to a very different extent. In Czech, the deterioration from an EER of 4.2% in the baseline condition to 7.11% is lower than
that from 1.12 to 9.54% in Persian. The reason for this difference between the
effects of simulated voice disguise on the Czech and Persian data is not apparent,
but with 40 same-speaker scores this may be caused by only a few scores. Incorporating tuning procedures, with spontaneous samples in the tuning datasets
manipulated in the same way yielded similar improvements in the two languages,
as compared to the baseline disguise (i.e. SHIFT40): the EER was reduced by
approximately 1.5 to 3%. Condition adaptation was overall more successful, but
the differences between condition adaptation and reference normalisation are
only small.
Table 5 presents the values of the log-likelihood-ratio cost for the comparisons involving simulated disguise. Not surprisingly, Cllr is higher than in the corresponding baseline conditions (cf. Table 4), and system accuracy deteriorates,
especially for Persian. The tuning procedures yielded higher accuracy in both
languages.
Table 5: Log-likelihood-ratio cost (Cllr) values for recognition of individual simulated disguise subsets
and tuning procedures in Czech and Persian (base = baseline; adapt = condition adaptation; norm =
reference normalisation)
Czech
Subset

Base

SHIFT40-all

0.30

Adapt

Norm

Persian
Adapt
norm

Base

Adapt

Norm

Adapt
norm

0.34

TUNE30A

0.24

0.23

0.23

0.29

0.30

0.26

TUNE30B

0.23

0.22

0.22

0.28

0.29

0.28

TUNE50

0.23

0.22

0.28

0.29
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Figure 2: Equal error rates (in %) for the SHIFT40-all data and with various tuning datasets used for condition
adaptation (ADAPT) and reference normalisation (NORM), for Czech (a) and Persian (b). The BASE40 data are also
shown for easier comparison.

The following analysis will compare in more detail the BASE40 and SHIFT40all datasets for both languages using the equal error graph, which shows the error
rate (false acceptance and false rejection rate) on the vertical axis and the threshold score on the horizontal axis. The comparisons are provided in Figure 3, with
Czech at the top and Persian at the bottom. The plot confirms the above-mentioned relationships. EER (i.e., the intersection of the two curves) is lower in
Persian than in Czech in the baseline condition, and the separation of the FAR
and FRR curves (different- and same-speaker scores, respectively) is also much
greater in Persian. However, in the disguise condition, EER is slightly lower in
Czech than in Persian; the separation between the two curves is similar considering the slightly different horizontal scales. It is particularly the marked drop in
performance between baseline and simulated disguise data in Persian which is
clearly visible in the plots.
Let us now examine the effect of manipulations concerning only the fundamental frequency (the voice source) and only the formants (the filter). As shown in
Figure 4, the simulated disguise of the filter (that is, the shift of formant values by
8%) had more of an effect on ASR performance than that of the source (that is, the
shift of f0 of 4 ST), especially in Czech. System accuracy values reflect this tendency,
with Cllr values being 0.25 and 0.24 for Czech and Persian, respectively, with the
formant shift, and 0.23 and 0.17 with the f0 shift. It is also worth pointing out that
the partial disguise conditions yielded quite similar EERs in the two languages.
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Figure 3: Equal error plot for the BASE40 (in black) and SHIFT40 (in grey) data in Czech (top) and Persian (bottom),
showing the relationship between false acceptance rate (FAR) and false rejection rate (FRR)

Figure 4: Equal error rates (in %) for the SHIFT40-f0 and SHIFT-F data. The BASE40 and SHIFT40-all data are shown
for easier comparison.
3.3 Tuning with cross-language material

For cross-language tuning, we first worked with the complete databases of 100
speakers in each language. For that reason, it was necessary to establish the baseline for the entire datasets. As can be seen in the left part of Figure 5, EER for the
Czech BASE100 dataset dropped to 3.26% and to 0.76% for Persian. Regarding
the cross-language tuning itself, always with a 50-speaker set from the other language (see Section 2.2.3), we can see slightly higher EERs in Czech (as compared
to BASE100), and rather similar EERs in Persian (with the exception of using one
of the Czech subsets for reference normalisation).
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Figure 5: Equal error rates (in %) for the cross-language comparisons data. The BASE40 data are shown for easier
comparison.

The Cllr values in Table 6 indicate a comparable level of system accuracy for
the entire 100-speaker dataset as in the BASE40 dataset in both languages (cf.
Table 4). These results support the conclusion that tuning the VOCALISE system
with cross-language data (at least as far as our datasets are concerned) does not
systematically change system recognition or accuracy.
Table 6: Log-likelihood-ratio cost (Cllr) values for recognition of individual subsets and tuning procedures in Czech and Persian with cross-language tuning (base = baseline; adapt = condition adaptation; norm = reference normalisation)
Czech (tuned by Persian)
Subset

Base

BASE100

0.12

Adapt

Norm

Persian (tuned by Czech)
Adapt
norm

Base

Adapt

Norm

Adapt
norm

0.03

crTUNE50A

0.14

0.16

0.16

0.03

0.03

0.03

crTUNE50B

0.14

0.15

0.17

0.03

0.03

0.04

One drawback of these analyses is that they do not allow us to pinpoint the precise effect of tuning with cross-language as compared to same-language material,
since they use different BASE subsets. That is why Figure 6 uses BASE40 subsets
and compares the same-language results (taken from Figure 1) with cross-language results. The figure clearly reveals the benefit of tuning with same-language
material, particularly in Czech. Interestingly, PLDA adaptation with Czech
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Figure 6: Equal error rates (in %) for the same-language and cross-language comparisons using the BASE40 subsets.

recordings yields slightly better results in Persian than with Persian recordings.
Values of Cllr are only slightly higher in these comparisons than those presented
in Table 4; the only exception is the value corresponding to the right-most comparison in Figure 6 with an EER of 2.27%, which reached 0.23.

4. General discussion and conclusions
This study used the VOCALISE speaker recognition software with the i-vector
PLDA framework to examine the usefulness of various tuning procedures on
recognition performance. Recordings of Common Czech and Common Persian
read and spontaneous speech served as the speech material, with the 100-speaker
databases divided in various manners for the purposes of tuning.
Although the Czech and Persian databases were obtained in similar conditions,
recognition rates are far from identical, with EER for the Czech baseline condition being 4.2% and for Persian 1.12% (Figure 1). A combination of at least
two factors may lie behind this difference. In Section 3.1, we already mentioned
the possibly greater variability between speakers in terms of voice quality. It is
clear that a more rigorous analysis would have to support this impression. This
would indeed be a very interesting follow-up study, in which a sufficient number
of listeners would use, for instance, a visual analogue scale (San Segundo and
Skarnitzl 2019) to evaluate individual aspects of voice quality and their salience
in our speakers, and subsequently to analyse the deviations from neutral settings
in the dimensions. Another factor behind the rather high EER in Czech and low
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in Persian may consist in the language varieties themselves: the Czech Republic
is a relatively small country covering less than 80,000 km2 while Iran is, with 1.65
million km2, one of the largest countries in the world. It is to be expected that
Common Czech and Common Persian, both described as supradialectal varieties,
will not be the same in terms of internal homogeneity.
The results presented in Figure 1 also illustrate the importance of the speaker
group under comparison: two alternative baseline speaker sets yielded different
EER values; overall, however, the superior performance for Persian was upheld
in the baseline conditions.
It is worth commenting on the success rate of the two tuning procedures, condition adaptation and reference normalisation. It was mentioned in Section 3.1
that the former was superior in the case of Czech and the latter in Persian. However, the remaining analyses show that this does not apply across all the other
results, and the present study does not allow us to make a clear conclusion as to
whether one, the other, or a combination of the two procedures is superior. The
tuning results depend, to a certain extent, on the various subsets of the databases
on which tuning was applied. It is perhaps not surprising that, when two different
(randomly selected) 30-speaker sets are used for the tuning procedures, recognition performance is not identical. This can be clearly observed especially for
Czech, where the EER differed between 4.02% for dataset TUNE30A and 2.88%
for dataset TUNE30B being used for reference normalisation (Figure 1). Reference normalisation seems to be slightly more sensitive to the specific dataset.
When we look beyond EERs and turn to system accuracy as expressed by the
log-likelihood-ratio cost (Cllr), reference normalisation turned out to yield better
results than condition adaptation in the Persian BASE40 dataset, but not in any
of the other conditions.
In Section 3.2, we described the effects on recognition performance of simulated voice disguise where the speakers’ fundamental frequency was raised by 4
ST and their formants by 8%. As shown in Figures 2 and 3, EER rose by about
70% in the Czech baseline condition to 7.11%, while in Persian EER rose more
than eightfold to 9.54%. There seems to be no clear explanation for this difference; we can only speculate that the introduced disguise eliminated the benefit
of the high between-speaker variability in Persian (as discussed above). The tuning procedures yielded lower EERs in both languages, between c. 4 and 6.5% for
Czech and between c. 6.3 and 8% in Persian, with condition adaptation better
able to benefit from the learned mismatch in the data. It is clear, however, that
the simulated voice disguise, though of a realistic degree, renders the speakers’
identity less transparent. This is also reflected in the worse accuracy values than
in the baseline condition.
Finally, tuning the speaker recognition software with recordings from another
language, obtained in similar conditions, resulted only in a small performance
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deterioration (see Figure 5), and more so for Czech than for Persian. When the
effect of same- and cross-language tuning was teased apart (Figure 6), the results
show that tuning with recordings from the same language is, not surprisingly,
superior. Tuning with recordings from another language yielded scores similar to
the baseline scenario, with no tuning procedures applied. The results for Persian,
tuned by Czech speech material, are less transparent. Overall, given the possible differences between our two datasets discussed above, the greater internal
variability of the Persian recordings may have actually confused the recogniser
and led to higher EERs when comparing the Czech speakers. With the opposite
situation, using Czech to tune Persian, the lower internal variability of the Czech
dataset would be of no benefit to the recogniser, but also would not deteriorate
the scores. It is conceivable, however, that had the internal variability of the languages been more similar, cross-language tuning may have increased recognition
performance. This would be an interesting follow-up study, with potential benefits in forensic speaker recognition.
The results of the present study allow us to draw two main conclusions. First of
all, tuning the VOCALISE speaker recogniser is (with the exception of cross-language tuning) generally beneficial and yields lower EERs when compared with
the baseline in all cases. Reference normalisation and condition adaptation both
lead to better system performance and accuracy; our results do not allow for
a robust conclusion as to the superiority of one or the other tuning procedure.
However, condition adaptation seems to be a better choice when there is a mismatch in the questioned- and suspected-speaker recordings which the procedure
can learn. Second, simulated voice disguise leads to poorer recognition scores,
and it is especially the changed characteristics of the vocal tract filter which are
responsible for this. In future research, we plan to use disguised voices involving
targeted changes to identify more precisely which features of voice quality pose
most problems to the speaker recognition system. It would also be interesting to
examine whether the new x-vector approach will be more robust with respect to
disguised voices.
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