[FIR 14.2 (2019) 140–159]

Fieldwork in Religion (print) ISSN 1743–0615

https://doi.org/10.1558/firn.40610 Fieldwork in Religion (online) ISSN 1743–0623

Anthony-Paul Cooper, Emmanuel Awuni Kolog and Erkki
Sutinen*

Exploring the Use of Machine
Learning to Automate the
Qualitative Coding of
Church-related Tweets
Anthony-Paul Cooper is co-director of the Centre for Church Growth Research at Cranmer Hall,
Durham University. Anthony-Paul has a background in social research, with previous research
topics including new church use of “secular” and
“sacred” space and the use of social media data
to better understand church attendance and
church growth.

Centre for Church Growth Research (CCGR)
Cranmer Hall
St John’s College
Durham University
3 South Bailey
Durham, DH1 3RJ
UK
anthony-paul.cooper@durham.ac.uk

Emmanuel Awuni Kolog is a faculty member at
the Department of Operations and Management
Information Systems of the University of Ghana
Business School. Emmanuel’s research interest is multidisciplinary which spans the fields
of text mining, affect detection, learner analytics, machine learning applications and business
intelligence.

University of Ghana Business School
P.O. Box LG 78
Legon, Accra
Ghana
eakolog@ug.edu.gh

Erkki Sutinen is Professor of Computer Science at the University of Turku and an ordained
priest. Erkki’s research interests include educational technology, computing education, ICT4D,
co-design and digital theology. He has supervised circa 30 PhDs and co-authored around
300 papers. Erkki is currently based in Windhoek,
Namibia, having recently set up the first overseas
campus of the University of Turku.

University of Turku
Future Tech Lab
340 Mwandume Ndefumayo Avenue
Pioniers Park, Windhoek
Namibia
erkki.sutinen@utu.fi

* We gratefully thank David Goodhew, Peter Phillips and Joshua Mann for their helpful comments and support during the research process.
© Equinox Publishing Ltd 2020

COOPER, KOLOG and SUTINEN Exploring the Use of Machine Learning

141

Abstract
This article builds on previous research around the exploration of the content of church-related
tweets. It does so by exploring whether the qualitative thematic coding of such tweets can, in
part, be automated by the use of machine learning. It compares three supervised machine learning algorithms to understand how useful each algorithm is at a classification task, based on a dataset of human-coded church-related tweets. The study finds that one such algorithm, Naïve-Bayes,
performs better than the other algorithms considered, returning Precision, Recall and F-measure
values which each exceed an acceptable threshold of 70%. This has far-reaching consequences
at a time where the high volume of social media data, in this case, Twitter data, means that the
resource-intensity of manual coding approaches can act as a barrier to understanding how the
online community interacts with, and talks about, church. The findings presented in this article
offer a way forward for scholars of digital theology to better understand the content of online
church discourse.
Keywords: digital theology; machine learning; sociology of religion; social media research.

Introduction
The emergence of digital theology as a field of academic enquiry has led to a recent
proliferation of studies investigating a range of phenomena, such as the relationship
between religion online and offline (Campbell 2012); the use of online platforms by
religious communities to share acts of worship (Hutchings 2007); the relationship
between the sentiment of church-related tweets and church growth (Cooper 2017);
and the role of digital technology in supporting the terminally ill during their final
days (Kolog, Sutinen and Nygren 2016), to name but a few examples.
The bulk of research to date in the field of digital theology has focused on the
use of technology in religious settings and in shared religious experiences online.
Little work has been done to date on the use of social media data to better understand religion and followers of religion. This article seeks to build on this gap in
the knowledge base by investigating whether it is possible to use innovative digital techniques to better understand online discourse in church-related tweets.
To date, the bulk of digital theology research into the content of social media
data has depended on human analysis of qualitative data generated online. However, at a time where qualitative social media data are created at an unprecedented scale—Twitter alone boasts over 500 million posts per day1—it is becoming
increasingly important for researchers to explore the use of new technologies to
be able to continue to deliver insight from the content of this rich source of data.
While a number of previous studies have begun to explore the use of machine
learning to automate the process of coding qualitative data (e.g., Crowston, Liu
1. https://business.twitter.com/ (accessed September 16, 2019).
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and Allen 2010; Scharkow 2011) and the challenges associated with this process
(e.g., Chen et al. 2016), there is a lack of prior work exploring the use of machine
learning specifically to speed-up the process of qualitatively coding social media
data—a key gap which this article seeks to address. While social media data is
merely a subset of qualitative data, it is distinct in a number of ways—for example social media posts tend to be short, make use of informal language, incorporate unstructured textual characters such as emoticons, include the use of
made-up words and tend not to follow the grammatical rules and restrictions of
the language in which they are written. Therefore, there is real benefit in testing
machine-learning approaches to coding such data, in order to compare the performance of algorithms, which have no contextual knowledge, to the performance
of expert human coders who can have detailed subject and domain knowledge.
A number of different social media platforms exist and are used by religious
individuals and communities, for example Twitter, Facebook, YouTube and Instagram. In the interest of maintaining a tightly defined scope within which to
answer the stated research questions, this study focuses solely on Twitter data—
known as tweets. Twitter is a popular microblogging site which allows users to
post updates of up to 2802 characters in length. The tweets considered within this
study all contained the word “church” and were varied in content. They included,
for example, tweets declaring presence at church:
I’m at St Mary Abbots Church (Kensington, Greater London)
(Posted at 08:38 on 4 May 2014)

And complaints about noisy church bells:
Church bells ringing for a solid 15. #shut #up

(Posted at 08:54 on 18 May 2014)

In fact, tweets about church bells proved to be a recurring theme within the sample of tweets analysed, with ten separate tweets on the matter captured in the
dataset. The majority of these tweets tended to be fairly negative with users complaining about loss of sleep and, in one case, the negative effect the sound of
church bells had on a hangover. The sentiment around the use of church bells was
not entirely negative, however, with one user posting:
Tomorrow @ noon the Kent County Assoc of Change Ringers annual service
here with the church bells ringing out joyously over Lewisham from 11
(Posted at 22:25 on 20 April 2014)

2. At the time of the study/data collection, Tweets were restricted to 140 character
entries, but have since been extended and can now contain up to 280 characters.
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Further learning around the application of Twitter data could enable scholars
from the fields of digital theology and the sociology of religion to apply innovative new techniques to better understand the behaviours and attitudes of individuals and communities engaged in religion. This presents a unique opportunity
to complement traditional research methods with a freely and quickly available
source of data which can provide valuable additional insight to develop academic
knowledge and understanding of the behaviours and attitudes of individuals who
interact with religion.

Digital Theology
Digital theology is a new and emerging field of academic enquiry which has likely
not yet reached a steady state in terms of its scope and definition. In an early
study on the use of practical learning environments to up-skill researchers with
innovative technical skills with which to solve theological problems, Emmanuel
Awuni Kolog, Erkki Sutinen and Eeva Nygren proposed an early definition of digital theology as “an integration of technology into the understanding of the concept of God and the nature of religious ideas” (Kolog et al. 2016: 1). While this
definition may well change over time as the field matures and the evidence base
develops, this initial starting point highlights the scale of the research work to be
done, as scholars seek to better understand how technology might shape and be
shaped by religion. The emerging field of digital theology also offers broad opportunities for research including studies on the application of theology to digital
issues, studies on the application of technology to religious practice, studies on
religious discourse made online and studies of online discourse which includes
the practice of religion and theological issues, to name but a few examples. This
article predominantly explores the latter of these examples.
While the field of digital theology is relatively new, a number of studies have
begun to explore the role of technology in religion and, conversely, the role of
religion in technology. Regina Burgess (2013) analysed the results of a self-administered qualitative survey of forty-four Christian bloggers, to investigate their
motivations behind creating and maintaining their blogs. Although there exist a
number of methodological limitations associated with that study, including, for
example, the low sample size and the self-selecting nature of participant selection, the study offers a number of interesting findings. For example, the results
of that survey were compared to the results of previous surveys of blogger motivation and found that the Christian bloggers were not driven by the same motivations to the same degree as bloggers from previous research, who were not
selected specifically for being Christian bloggers writing about faith-related
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themes. To illustrate this point, only five participants in the study indicated that
community building was a motive for creating their blogs, compared to ten previous studies of wider audiences which cited this as a key reason for blog creation.
Findings such as those presented in the 2013 study indicate that, as religious individuals and groups turn to technology to live aspects of their life online, further
research is required to better understand how the behaviours of these individuals
and groups differ from the behaviours of others and on how the online environment shapes their engagement with faith and religion.

Social Media Research
While the field of social media research has progressed rapidly over recent years
and published studies have begun to consider the qualitative coding of social
media data (e.g., Dann [2010]), little work has yet been conducted specifically
investigating social media data of a religious nature. A study conducted by Piotr
Babowski and Lisa Pearce (2011) investigated religious disclosure in the Myspace
profiles of a sample of the population of young adults in the USA. The study found
that the majority of study participants stated their religion on their Myspace profiles. However, relatively few commented on religion outside of the designated
field on their profiles. This study demonstrated the participation of the religious
community on religious platforms and, while it did not identify a considerable
amount of religious discussion outside of the designated profile field, it indicated
that social media data might be of use to researchers interested in understanding
the behaviours and attitudes of members of religious communities.
Research by Susan Codone (2014) reported the results of an early analysis on
how two prominent American church leaders, Rick Warren and Andy Stanley,
used Twitter. At the time of publication in 2014, the two church leaders had 1.4
million and 392,000 Twitter followers respectively. The study made use of a previously published categorization of tweet types (Naaman, Boase and Lai 2010) and
found that Warren’s most frequently posted tweet types were “random thoughts”,
followed by “information sharing” and “self promotion”. The study found that
Stanley’s most frequently posted tweet types were “self promotion”, followed by
“anecdotes others”, “anecdotes me” and “information sharing”. While these findings are inherently interesting, they notably enabled Codone to present a revised
framework of tweet type categorizations, designed specifically for the coding of
tweets by church leaders. These findings are particularly important as they further demonstrate how the extant literature indicates different social media usetypes for the online activities of church tweeters, compared to the online activities
of the general public, with much more research required to better understand
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how these use-types evolve over time as the uses of social media, and the more
general online space, by Christian groups and individuals change.
A separate early study (Cooper 2014) sought to investigate the topics discussed
by Twitter users in a small sample of 108 church-related tweets posted from the
London borough of Camden. While that study would have benefited from a bigger sample size and comparison to tweets posted from a wider geographical area,
it did provide early insight into the types of topics which church-related tweets
covered. This work complemented the findings of Codone’s (2014) study which
presented a qualitative coding framework for use with tweets posted by church
leaders, by analysing tweet content and providing a coding framework for use
with tweets posted by church attendees and those tweeting about church more
generally. Furthermore, the study provided an indication that some Twitter users
posted tweets from inside churches, meaning that it was possible to attribute
some church-related tweets to church locations. A later study by Kim Holmberg,
Johan Bastubacka and Mike Thelwall (2016) presented the findings of a content
analysis of tweets addressing God (using the handle @God) on Twitter. The findings of that study also complemented existing work in the field by proposing a
coding framework for such tweets, which included labels such as: “Requests”,
“Thanking” and “Conversations with God” (2016: 344).
In a follow-up study to Cooper’s (2014) analysis, Anthony-Paul Cooper, Joshua
Mann, Erkki Sutinen and Peter Phillips (2020) presented the results of an analysis
of 1,004 church-related tweets posted from across all London boroughs. This follow-up study validated the qualitative coding framework presented in Cooper’s
2014 paper, subject to one minor change, thus addressing the limitations associated with the low sample size of that initial study.
In a separate study (Cooper 2017), empirical research demonstrated that there
was “a relationship between the sentiment of a church-related tweet and the
presence of church growth in the geographical area from which the tweet was
posted” (2017: 37). This finding has two potential benefits to researchers in digital
theology: firstly, that there is an indication of a relationship between the online
and offline activity of church tweeters suggests that further research of social
media data could enable the identification of new findings related to offline religious engagement; secondly, that a relationship between online tweet sentiment
and offline engagement with church exists suggests that it might, in future, be
possible to develop a proxy measure for church growth, in areas where traditional
church attendance statistics lack robustness.
In a more recent follow-up study (2018), Cooper built on the previously identified insight that some church tweeters posted geolocated tweets from within
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church buildings, by investigating whether it was possible to identify church locations using geo-located Twitter data and, if so, whether it was possible using this
method to identify the locations of churches which had previously been excluded
from church attendance studies. Cooper reported that based on a sample of
2,605 tweets posted from within London over a 23-week period, it was possible
to identify the location of forty-two churches, nine of which had been previously
excluded from church attendance studies. The findings of that study indicated
that in addition to providing an insight into the thoughts, activities and discussions of the church community, social media data can be used to answer operationally-focused research questions and to help improve the quality of academic
research which makes use of “traditional” offline methods.

Machine Learning and Qualitative Research
Various definitions of machine learning exist, notably, that of Tom Mitchell (1997:
2): “A computer program is said to learn from experience E with respect to some
class of tasks T and performance measure P, if its performance at tasks in T, as measured by P, improve with experience E”.
Mitchell’s definition is helpful as it allows the particular problem in question
to be expressed in terms of the presented definition of machine learning, thus,
allowing readers to contextualize the analytical technique being applied in the
light of the problem being solved. To illustrate, in the case of the research presented in this article:
•
•
•

Task T: qualitatively coding tweets
Performance measure P: percentage of tweets correctly3 coded
Training experience E: tweets coded by human coders

Machine-learning algorithms can helpfully be divided into one of two approaches:
classification approaches (also known as supervised machine learning) and clustering approaches (also known as unsupervised machine learning). In classification approaches, algorithms make use of a dataset in which a subset has already
been pre-coded (the training set), and by applying rules, they attempt to correctly label the remainder of the dataset (the test set). In clustering approaches,
algorithms make use of rules to group data points together based on an inferred

3. When evaluating the machine-learning algorithms applied, “correctness” is considered to be agreement with human coders. It is beyond the scope of this article to investigate
in detail the limitations of this analytical assumption.
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relationship between clustered data points. The research presented in this article
focuses on the former, by exploring whether classification algorithms can be used
to automate the qualitative coding of church-related tweets, which have already
been dual-coded by human researchers using an existing coding framework.
Previous research by Kevin Crowston et al. (2010) found that both rule-based4
and machine-learning-based approaches to qualitative coding offered promise, but noted that further research was required to explore the use of different machine-learning algorithms to improve performance and to identify ways
of reducing the requirement for large training samples of coded data. The study
presented in this article seeks to address these research gaps by exploring the use
of different machine-learning algorithms to automate the qualitative coding of
church-related tweets.
More recent research presented by Michael Scharkow (2011) suggests that
while supervised machine learning was not reliable for all categories, its performance meant that it was an effective means of qualitatively coding German
news articles. Scharkow furthermore argued that supervised machine learning could become the standard method for content analysis. As the process of
machine learning is very similar to the process of training a human coder to conduct qualitative analysis, Scharkow suggested that the computer classifier could
be described as similar to a human coder but with “limited language skills and no
contextual knowledge” (2011: 5).

The Research Questions
This study seeks to apply a number of machine-learning algorithms to a sample of
church-related tweets, which have previously been coded by human researchers,
to answer the following research questions:
RQ1: Can content analysis of church-related tweets be automated using
machine learning?
RQ2: What are the implications of using machine learning to classify churchrelated tweets?

4. In that study, the rules-based approach made use of rules developed by a naturallanguage processing analyst to extract coded segments.
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Method
Collection of Twitter Data5
Using the Twitter API,6 a sample of English language tweets were gathered each
Sunday over a 10-week period, commencing April 20, 2014. Each tweet in the sample was posted within a 60km radius of an arbitrary point within central London,
and contained the word “church”. In total, 19,894 tweets were captured within
the sample. Of these tweets, 1,234 (6.2% of the sample) contained geo information (i.e., a valid latitude and longitude of the point from where the tweet was
posted). This low percentage was consistent with previous studies in the field
(e.g., Cheng, Caverlee and Lee 20107) though still sufficiently high to be able to
conduct a meaningful analysis. During the data-cleaning phase of the study, all
tweets which did not contain geo information were discarded, and the MapIt API8
was used to identify which London borough each tweet was posted from. A total of
230 tweets, which at this point were determined to have been posted from outside
of London, were additionally discarded.9 The final dataset contained 1,004 tweets
which were used within the analysis.

Machine Learning
The machine-learning analyses were conducted in WEKA (Waikato Environment
for Knowledge Analysis—specialist machine learning software) with a number of
implemented classifiers available for experimentation. Data cleaning (e.g., the
removal of hyperlinks from tweet content) prior to experimentation was accomplished using a number of Python scripts written for this task. This data cleaning
was essential, as the noisy content of the raw data could have influenced the performance of the classifier and impaired the quality of the research findings. Kolog
(2018) found that uncleaned data are not suitable for a machine-learning classification as they could produce a poor classifier performance. Therefore, after
5. The dataset used in this study has been analysed and reported on in a separate
study investigating the relationship between the sentiment of church-related tweets and
presence of church growth in the London borough from which the tweets were posted (Cooper 2017) and a study exploring the content of church-related tweets (Cooper et al. 2020).
This study applied machine-learning algorithms to the dataset in order to answer novel
new research questions and explore whether the process of qualitatively coding churchrelated tweets can be automated.
6. https://dev.twitter.com/
7. Cheng et al. (2010) reported that in their random sample of over 1 million Twitter
users, fewer than 0.42% of all tweets contained geo information.
8. See http://mapit.mysociety.org/
9. A number of tweets were inevitably expected to have been posted from outside London, as the method used involved using an arbitrary point within London to form the centre of a radius search.
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cleaning and annotating the data, the final instances of the data for the machinelearning classification aggregated to 1,440. This was so because some of the
instances of the data were annotated with more than one thematic label.
In WEKA, the data were classified based on 10-fold cross validation. Figure
1 shows the classification process with the 10-fold cross validation. By using
machine-learning classifiers, we evaluated the performance of the classifiers
using Recall, Precision and F-measure. These parameters, with respect to their
performance, are reported in the results section. Precision is the proportion of the
identified instance of the data that match exactly with the gold standard data (i.e.,
annotated instances), while the Recall is the proportion of the unseen data that a
classifier accurately identifies. The F-measure is the harmonic mean of the Precision and Recall. Mathematically, the Precision is computed by TP/(TP+FP), Recall
= TP/(TP+FN) and the F-measure by (2×Precision×Recall)/(Precision+Recall) where
TP, FN, FP and TN refer respectively to the number of true positive instances, the
number of false negative instances, the number of false positive instances and the
number of true negative instances.

Figure 1: Machine-learning classification process.

Experiment and Evaluation10
The final dataset of 1,004 tweets were qualitatively coded by two researchers,
working independently (Cooper et al. 2020). Figure 2 shows the data preparation
process from data acquisition to data segmentation for classification. The coding process sought to test the suitability and relevance of a coding framework

10. The process of qualitatively coding the church-related tweets has been written-up
in a separate paper (see Cooper et al. 2020), but is described here for completeness.
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for church-related tweets which had already been designed as part of an earlier
small-scale research project (Cooper 2014). The lead analyst initiated the research
process by considering the content of each tweet in turn and allocating labels to
each tweet from the existing framework. Each tweet was allocated at least one
label. However, there was no upper-bound; hence it was possible for one tweet to
be allocated many labels from the framework. Where the lead researcher felt that
a new label might have benefited the exercise, this was noted for later consideration during the evaluation process of the existing coding framework.

Figure 2: Data preparation process.

On completion of dataset coding by the lead analyst, the supporting analyst
received the full dataset for secondary coding. In this case, the second coder was
able to see the coding labels allocated by the lead analyst. Their role was to provide quality assurance by considering whether the labels suggested by the primary coder were suitable and appropriate, noting where a different coding label
might be considered more appropriate. Again, where the second coder felt that a
new label might have been beneficial, this was noted for later consideration. On
completion of the secondary qualitative coding process, the primary and secondary coder considered, in turn, each tweet which generated a difference in coding labels. The purpose of this consideration was to discuss the tweet content and
reach consensus over the final label allocation. Once the coding of the full dataset
had been agreed, both coders discussed whether, in light of the exercise, the existing coding framework could be considered appropriate for wider use in studies
considering the content of church-related tweets. This discussion included consideration of whether the existing coding framework would need to be expanded
to introduce new coding labels. The researchers concluded that, having considered the existing coding framework in the light of a much bigger dataset than was
used to inform its design, the framework was suitable and appropriate for future
use when considering the content of church-related tweets, subject to the addition of one extra thematic coding label: Discussion about Hillsong. The thematic
coding labels are presented in Table 1, along with the volume of tweets captured
© Equinox Publishing Ltd 2020
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by each thematic coding label and the percentage of total tweet volume for 1,004
tweets from all London boroughs.
Table 1: Thematic coding labels with the volume of tweets captured
Thematic coding label

Proportion of the instances
of the tweets

Discussion about church attendance (DCA)

605

60%

Discussion about church service content (DCSC)

72

7%

Discussion about theology, the Bible or belief (DTBB)

82

8%

General church discussion (GCD)

339

34%

Hillsong (HLSG)

51

5%

Miscellaneous (MISC)

201

20%

Non-church discussion (NCD)

85

8%

Unknown theme (UNK)

47

5%

Source: Cooper et al. (2020)

The definitions of the coding labels within the final coding framework are presented in Table 2.
Table 2: Thematic coding label definitions
Discussion about church attendance: Tweet content which explored presence in church,
e.g. indication that the tweeter, or tweet subject, had previously attended a church, was present in
a church, might attend a church in the future or had made a decision not to attend a church.
Discussion about church service content: Tweet content which explored the content of
a church service, e.g. a sermon, acts of worship or social interactions taking part within a church
service.
Discussion about theology, the Bible or belief: Tweet content which explored religious
belief or theory, the nature of God or interpretation of religious texts.
General church discussion: Tweet content which contained discussion of church other than
church attendance or church service content, e.g. church buildings, church bells or the role of
church in society.
Hillsong: Tweet content which was specifically related to the Hillsong church.
Miscellaneous: Tweet content related to church but fairly unique and varied in nature and volume, such that the content did not naturally align to the other thematic coding labels used within
the framework.
Non-church discussion: Tweet content which was un-related to the Christian church, e.g.
tweets related to the surname church or bars/venues called church.
Unknown theme: Tweet content which could not be thematically coded, due to coder inability
to understand/interpret the nature of the discourse.
Source (definitions): Cooper et al. (2020)
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The research presented in this article built on this previous body of work by
using three supervised machine-learning classifiers, to consider the potential of
machine learning to automate the qualitative coding of church-related tweets.
These classifiers were selected based on their wide usage and performance in text
classification tasks and are explained as follows:

Support-Vector Machine
Support-Vector Machine (SVM) is one of the widest-used supervised machinelearning classification algorithms. The algorithm works by using transformations to
analyse data points (known as vectors) in a multi-dimensional vector space and then
optimally dividing those vectors, based on the position of extreme vectors, using
hyperplanes. The hyperplanes are the decision boundaries of the data points/vectors. Data points on either side of the hyperplane are considered a class. However, to
separate two classes of data points, there are many possible hyperplanes that could
be chosen. The objective is to find a plane that has the maximum margin between
data points of both classes. Classification using SVM can be applied in both binary
and multi-class classification. Classification in binary would be used if there are only
two classes or themes. For instance, sentiment analysis with positive and negative
classes is a binary classification problem while a task such as emotion detection
using a range of different emotion labels is a multiclass classification problem. This
study is a multiclass classification with the expectation that several hyperplanes
are created for the separation of the themes in the multi-dimensional vector space.

J48 Decision Tree
J48 Decision Tree (J48) is an open source implementation of the C4.5 algorithm,
written in Java and made available through the WEKA platform, having been implemented by the WEKA project team at Waikato University in New Zealand. J48 is
a decision-tree classifier for supervised classification problems. The algorithm is
used to generate a decision tree developed by Ross Quinlan. As the J48 decision
tree extends the Iterative Dichotomiser 3 algorithm (ID3), it additionally works by
accounting for missing values, decision tree pruning, continuous attribute value
ranges and derivation of rules, among other approaches. The algorithm generates
rules from which the particular identity of that data is generated. The objective is
the progressive generalization of a decision tree until it gains equilibrium of flexibility and accuracy (Kaur and Chhabra 2014).

Naïve-Bayes
Naïve-Bayes utilizes a set of supervised learning algorithms based on applying Bayes’
Theorem (a formula for calculating conditional probabilities) with the “naïve”
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assumption of conditional independence between every pair of features given the
value of the class variable (Taheri, Mammodov and Bagirov 2011). Given that NaïveBayes is a supervised learning algorithm, a class variable of y with dependent variable expressed in vectors x1 to xn is mathematically expressed in the equation (1):
(1)
Where ܲ൫ݕหݔଵǡǥǤ ݔ ൯ ൌ and ܲሺݔଵ ǡ ǥ Ǥ ݔ ሃݕሻ are conditional probabilities, that is,
the likelihood of event occurring given that it is true. ܲሺݕሻ and ܲሺݔଵ ǡ ǥ Ǥ ݔ ሻ are the
probabilities of observing independently of each other. This is known as the marginal probability. Although Naïve-Bayes has, over time, been outperformed by a
multitude of other machine-learning algorithms, it can, for certain problems,
perform favourably when compared with more complex algorithms—for example, SVM. Naïve-Bayes has the additional advantage, when compared to other
algorithms, of performing relatively well with small training datasets.

Results: Classifier Performance
As can be seen in Table 3, the overall performance of the SVM classifier, in terms of
the F-measure, is at the acceptable threshold of 70%. The overall proportion of the
instances of the test data recognized by the SVM classifier was 68.6% (Recall). Only
67.7% of the instances of the recognized test data were accurately predicted (Precision). However, the performance of the SVM classifier for classifying the individual themes varied. Table 3 shows that SVM performed better in classifying the DCA
theme while the lowest performance of the SVM classifier is the classification of
the UNK theme. The performance of the SVM classifier for the remaining individual themes were below average as they fell below the acceptable threshold of 70%.
Table 3: SVM classifier evaluation.
Themes

Recall

Precision

F-measure

DCA

0.773

0.886

0.839

DCSC

0.655

0.428

0.588

DTBB

0.474

0.437

0.453

GCD

0.662

0.659

0.697

HLSG

0.438

0.423

0.617

MISC

0.509

0.525

0.494

NCD

0.943

0.415

0.698

UNK

0.543

0.409

0.440

Overall

0.686

0.677

0.700
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The overall performance of the J48 decision tree, as shown in Table 4, yielded
exactly the acceptable threshold of 70%. In the classification, based on the results,
the proportion of the test data that was recognized by the J48 classifier (Recall)
was 71.9%, while only 68.8% of the recognized test data was accurately predicted
(Precision). However, the J48 classifier’s highest performance was the recognition
of the DCA (83.6%) and NCD (81.2%). With the prediction of the DCA theme, the
classifier recognized (Recall) 90.2% of the training data, while 78.5% of the recognized test data was predicted accurately (Precision). With regards to the NCD,
only 73.3% of the test data was accurately predicted from an initial recognized
proportion of 93.8% of the test data.
Table 4: J48 decision tree classifier evaluation.
Themes

Recall

Precision

F-measure

DCA

0.902

0.785

0.836

DCSC

0.429

0.511

0.446

DTBB

0.413

0.428

0.418

GCD

0.726

0.669

0.695

HLSG

0.639

0.714

0.653

MISC

0.489

0.536

0.507

NCD

0.733

0.938

0.812

UNK

0.420

0.511

0.434

Overall

0.719

0.688

0.700

Table 5 shows that the overall performance of the Naïve-Bayes classifier exceeded
the acceptable threshold of 70% as the F-measure yielded 72.2%. During the classification, 71.6% of the total instances of the test data were recognized by the classifier (Recall) with 73.1% of the total test data predicted accurately (Precision). The
implication is that the Naïve-Bayes classifier prediction is high, when compared
to the humanly coded tweets. Just as with SVM, the best results for this individual
classifier came from the prediction of the DCA theme (F-measure of 84.5%) while
the worst results of the Naïve-Bayes prediction came from the prediction of UNK
theme. Based on these findings, it can be concluded that the Naïve-Bayes classifier performed better in predicting predefined themes in church-related tweets
than SVM. However, the Naïve-Bayes performed only slightly better than the J48
decision tree.
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Table 5: Naïve-Bayes classifier evaluation.
Themes

Recall

Precision

F-measure

DCA

0.839

0.851

0.845

DCSC

0.646

0.567

0.599

DTBB

0.663

0.567

0.604

GCD

0.632

0.693

0.659

HLSG

0.960

0.776

0.889

MISC

0.627

0.601

0.613

NCD

0.602

0.754

0.658

UNK

0.480

0.533

0.500

Overall

0.716

0.731

0.722

Discussion
The findings of this study have clearly demonstrated that it is possible to automate the qualitative coding of church-related tweets, using machine learning;
thus, affirmatively answering RQ1. The remainder of this article will seek to
answer RQ2, by exploring the implications of this key finding.
By speeding-up the process of coding and, thus, opening up the possibility
of using much bigger datasets in future studies, this has significance for future
research in the fields of sociology of religion and digital theology. Such future
studies will be able to make use of the automation offered by machine learning to
quickly and, if desired, regularly repeat studies (e.g., the study exploring the content of church-related tweets posted from London) in order to make comparisons
to baseline findings and track how the content of church-related tweets change and
evolve over time. Furthermore, it is also now possible for new comparison studies to
be conducted (e.g., new studies of church-related tweets in different locations such
as other major UK and international cities) in order to understand how the content
of church-related tweets varies by location. In addition to understanding the type of
content posted in church-related tweets, the findings of this study also have serious
positive implications for practical and applied studies using social media data. In a
previous study, Cooper (2017) demonstrated that there was a relationship between
the sentiment of church-related tweets and the presence of church growth in the
London borough from which the tweets were posted. Assuming future research
could demonstrate that it is possible to build a predictive model to predict the presence or absence of church growth based on the sentiment and content of churchrelated tweets from the area in question, the findings of this study could pave the
way for the development of a tool to help researchers of church growth to make
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estimations around the presence of church growth in geographical locations where
traditional offline data are not available or unreliable.
While preparing the data used in this study for analysis, it was of paramount
importance to go through a range of data pre-processing steps in order to optimize
the data for machine-learning analysis in WEKA. The importance of this preparatory work cannot be overstated; poorly structured/formatted data can undermine
the results of machine-learning analysis and can compromise the output of any
resultant machine-learning models. This study has demonstrated the importance
of future research dedicating time and resources to exploring how best to structure
and format the data, prior to proceeding with machine-learning analysis.
The findings presented in this study are, however, only a partial solution to
the challenge faced by sociologists of religion/digital theologians. The supervised machine-learning approach taken in this study depended on having humancoded training data readily available. While this was possible for this study, as a
result of a dataset made available from previous research, this could prove challenging in future research contexts. Additionally, while this is unproblematic in
situations where we know that a specific coding framework can be used to classify
tweets (as was the case when classifying church-related tweets), this can throwup challenges in situations where a robustly evidenced coding framework does
not exist. Therefore, this creates limitations around the scalability of the solution
presented in this article. To begin to overcome such scalability challenges, future
research should explore the efficacy of machine-learning clustering algorithms,
to understand whether the process of identifying the natural grouping of tweets
in the dataset (and, as a by-product, the thematic coding labels) could also be
automated. Assuming such automation is possible, future studies could consider
the integration of clustering and classification approaches to fully-automate the
qualitative coding process of Twitter data.
In addition to automating the qualitative coding process end-to-end, future
experimentation with clustering algorithms could allow the identification of the
point in time where new themes have begun to be discussed. It could also enable
a comparison of how themes discussed differ over time or by location. Furthermore, it could also enable the validation of human theme labelling, which could
be subject to bias. Therefore, clustering experimentation in this area is likely to be
of increasing academic importance going forward.
The process of conducting this study highlighted the increasing value of
multi-disciplinary research teams in the emerging field of digital theology. This
study required a combination of quantitative and qualitative analysis skills and
drew on the expertise of researchers with backgrounds in computer science, theology, sociology of religion and social research. To ensure that technical expertise
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does not become a barrier to entry for the future exploration of digital theology,
researchers should continue to focus on forming blended teams with a mix of
skillsets, to ensure the broadest coverage of methods within the field.
A number of limitations to this study exist, for example the consideration of
tweets posted only from within Greater London and the inclusion only of English language tweets in this analysis. These limitations were, to a certain extent,
deliberate as this study sought to further the evidence base around the analysis of
church-related tweets using an established dataset which has been used in previous robust studies. While such limitations do pose questions around the scalability of the findings of this study to more complex datasets, they do not undermine
the importance of what has been demonstrated by this research. The research
presented in this study sought to address an evidential gap around the art of the
possible when considering the automation of the qualitative coding of Twitter
data. That such automation has been demonstrated to be possible at all suggests
that future studies will be able to build on this work in order to optimize the solution to the domain space of such future research challenges.
It is also noteworthy that while the focus of this article has been on churchrelated tweets, the automation of the qualitative coding of tweets could be used in
other problem domains to further social research and computer science research
more generally. To some extent, the subject matter of the tweets themselves was,
for the purposes of this study, fairly arbitrary. The important consideration was
whether the analysis of real Twitter data, coded by real human analysts, could
be automated using innovative algorithmic approaches. The fact that it has been
possible to automate such qualitative coding for church-related tweets suggests
that it is also likely to be possible to automate the qualitative coding of other
Twitter datasets across a range of subject areas. Therefore, the findings of this
study have significance for a range of fields including computer science and the
wider social sciences. The ability to quickly and cheaply (computationally and
financially) analyse this free source of social data means that future studies will
likely be able to more easily include social media data alongside other more traditional sources of data when answering a broad range of research questions.

Conclusion
While research has proven that the manual annotation or classification of text content can be influenced by environmental and other factors (Crowston et al. 2010),
the findings of this study, which report on the performance of several supervised
machine-learning algorithms, clearly show for the first time that machine learning can be used to automate the annotation of church-related tweets. This finding opens up a range of new possibilities for the fields of sociology of religion and
© Equinox Publishing Ltd 2020

158

Fieldwork in Religion

digital theology, by enabling researchers in such fields to conduct future analyses of church-related tweets at speed and at scale. This opens up the possibility of
future studies quickly assessing how the content of church-related tweets change
over time or how church-related tweets differ in content across geographical
locations. Furthermore, this study has far-reaching consequences for the wider
fields of computer science and the social sciences, by implication of the fact that
the automation of the qualitative coding of church-related tweets suggests that
it is also likely possible to automate the qualitative coding of Twitter datasets
concerning other subjects. The high speed and low cost of such approaches offer
researchers across disciplines the opportunity to revisit the way they conduct
research and the types of datasets they include in their analyses.
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